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Abstract

The model for data mining on streaming data assumes that there is a buffer
of fixed length and a data stream of infinite length and the challenge is to
extract patterns, changes, anomalies, and statistically significant structures
by examining the data one time and storing records and derived attributes
of length less than N . As data grids, data webs, and semantic webs become
more common, mining distributed streaming data will become more and
more important. The first step when presented with two or more distributed
streams is to merge them using a common key. In this paper, we present
two algorithms for merging streaming data using a common key. We also
present experimental studies showing these algorithms scale in practice to
OC-12 networks.

∗Point of Contact: grossman@uic.edu, http://www.ncdm.uic.edu. R. Grossman is also
with Two Cultures Group.
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1 Introduction

Data mining is the semi-automatic extraction of patterns, changes, anoma-
lies and statistically significant structures from large data sets. In general
an unspoken assumption has been that the data has been at rest and algo-
rithms can access the data as often as required. Of course, the goal is to
devise data mining algorithms with the lowest complexity.

Recently, data mining has begun to be applied to data in motion. To
describe this more precisely, fix a record structure x containing attributes
of interest and a window (buffer) of size N records. The data consists of
a stream x1, x2, x3, . . . of records, where N is much less than the length
of the stream. The goal is still to extract patterns, changes, and anomalies
from the data, but the assumption is that the data is seen only once and
one is only able to retain records and derived attributes which fit into the
window.

This point of view is motivated by a number of applications, including:

• A large network can contain dozens to hundreds of routers and switches,
each of which produce large data streams. The analysis of the network
depends upon analyzing these data streams.

• Wireless sensors are becoming commoditized and applications are be-
ing planned in which thousands of sensors will produce streaming data,
only a small fraction of which will be stored.

• Routing, filtering and selection systems for data flowing from satel-
lites are faced with large volume data streams which are sent to other
systems for processing and analysis.

• Web based infrastructures for data are emerging which support re-
mote data analysis and distributed data mining. These include data
grids, semantic webs, and data webs. Interactive exploration of remote
data and distributed data mining using multiple data sources are both
naturally modeled by streaming data.

Our concern is with the problem of merging two data streams using a
common key. This is one of the fundamental operations required for remote
data analysis and distributed data mining. Merges are one of the fundamen-
tal operations underlying the management of local relational data. As data
grids, data webs, semantic webs and related infrastructures mature, merging
remote and distributed streaming data will become just as fundamental.
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In this paper, we introduce this problem, introduce two algorithms for
attacking it, and describe some experimental studies showing that our al-
gorithms and implementations scale to high performance OC-12 networks.
The experimental studies use a data web infrastructure we have developed
called DataSpace.

Our approach incorporates the following four significant innovations:

1. Most prior work processing streaming data has focused either on de-
veloping versions of data mining algorithms, such as clustering or trees
[18, 4] for streaming data, or on continuous query systems, in which the
goal is to adapt query optimization techniques, such as query plans, to
queries on streaming data [21, 3]. Our work is concerned with merg-
ing high volume data streams for real time, interactive data analysis of
remote and distributed data sets. To achieve this scalability we layer
our windowed merges over specialized libraries for high performance
data transport [7, 8]. We present the first experimental evidence we
are aware of for the scalability of windowed operations on OC-3 and
OC-12 data streams. We believe that integrating specialized opera-
tions on streaming data with specialized data transport protocols will
enable the remote analysis and distributed mining of even very large
remote data sets.

2. We introduce best effort δ-merges which provide higher performance
for merging high volume data streams at the expense of not matching
all the records. With this approach, we can drop δ percent of the
records, which is acceptable for many applications, such as the initial
interactive exploratory data analysis and data mining of remote and
distributed data.

3. We also introduce best effort ε, δ-merge which, in addition to being a
δ-merge, assumes that a record may be merged not only with an exact
match but with any record whose key is within an ε distance. This
is acceptable for certain applications, such as when the keys represent
latitude, longitude, and time, or similar real valued dimensions. The
two algorithms presented in this paper are examples of ε, δ-merges.

4. Prior work has assumed that streaming data is produced by sensors
and other data feeds which produce streaming data but otherwise have
limited functionality [21, 20, 3]. Our interest is in data webs, data grids
and semantic webs in which remote data servers provide streaming
data. We assume that the data sources are data servers which can

3



support R-trees and other index structures which can be queried by
the streaming data client. In other words, we introduce the idea of
merging high volume data indexed data streams. We are particularly
interested in multi-dimensional indexes which arise when working with
gridded data [9].

The paper is organized as follows. In Section 2 we describe background
and related work. In Section 3 we describe the set up and the main ideas.
Section 4 introduces the two algorithms and Section 5 gives some experi-
mental results. Section 6 is the summary and conclusion.

2 Background and Related Work

Versions of the basic algorithms for data mining, including algorithms for
clustering and trees, have recently been proposed for streaming data. The
papers by O’Callagan et. al. [18] and Guha et. al. [12] describe algo-
rithms for clustering streaming data. The paper by Domingos and Hulten
[4] describes an algorithm for building trees on streaming data.

During the past several years, the optimization of SQL-type queries for
streaming records has been studied. These are sometimes called continuous
query systems. Continuous query systems were proposed by Terry et. al.
[21]. The OpenCQ system supports actions consisting of four tuples con-
taining a SQL-like query, a database trigger condition, a start condition,
and an end condition [15]). NiagaraCQ is another continuous query sys-
tem which is targeted at efficiently evaluating collections of complex SQL
queries over streaming data, such as stock market feeds or news feeds [3].
These systems are based upon the idea of building query plans by extracting
common subexpressions, rearranging selections and projections, and related
optimizations given a collection of SQL queries. Our focus is the efficient
merging of a small number of very high volume data streams for remote
interactive data analysis and distributed data mining.

Important differences between querying persistent and streaming data
were discussed in [20], including using windows for querying streaming data.
The idea of improving the efficiency of merges over very large databases using
windows was studied by DeWitt et. al. [2].

A key component in merging distributed data streams is sorting the two
streams by their common keys. Previous work on sorting data streams was
conducted by Juggle [19]. In this paper they outline a method by which
data can be retrieved from a distributed data repository and served in a
partially ordered fashion. Assumptions of the data being indexed are made.
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Their focus is the interactive control of queries to streaming data. Our focus
is on non-interactive high performance merging of distributed streams.

3 Streaming Merges

In this section, we describe some of the basic ideas.
Fix an ordered index i ∈ I = {1, 2, 3, . . .}. Given a stream (ki, xi) and

another stream (kj , yj) of records sharing a common key ki, the merge is
defined to be the stream (ki, xi, yi). Here ki are indices called keys and x

and y are records which in general do not share any attributes, although
they may.

Fix an integer N , which we will use to specify the window size. Given
two windows of size N extracted from each of the streams, the number of
keys ki which match can vary from 0 to N . Given a sequence of windows
w1, w2, . . ., let κ1, κ2, . . ., denote the percentage of matches. To measure
the completeness of the merge, we take the moving average on the sequence
κi. Let m be an interger such that m > 0, where m represents the number
of windows we compute our average over. Let n be any number, such that
n ≥ m, where n represents the last window to be included in the average.
Then, the moving avergage ∆m,n is given by:

∆m,n =

∑
i∈[(n−m+1),n] κi.

m
.

In general, merging all the records in two streams will not be possible.
Given two streams, drop one of the records if the corresponding record is not
present. A best effort delta-merge is a merge of the two streams in which,
for some m > 0, for all n ≥ m, ∆m,n < δ.

Rather than drop a record from a stream if the corresponding record
is not present, we can approximate it with a nearby record. Define an
approximate ε-merge to be a merge in which a record (ki, xi) can be merged
with any record (kj , yj) where |ki − kj | ≤ ε.

Best Effort ε, δ-merge. Fix a window of size N records. For a fixed δ and
ε we define a best effort ε, δ-merge to be a δ-merge in which matches are
ε-approximate.

A sequence of sliding windows with index i and a best effort matching
gives a sequence of matching rates κi. To improve κi, we can lower the
transmission rate of the windows, increase the window size, or change the
algorithm which merges the streams. Let κmax denote the matching rate
when the window size is sufficiently large to store all of the input stream
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(which of course violates the basic assumption which distinguishes mining
streaming data from mining data at rest).

Our interest is in algorithms in which N is much less than the length of
the data stream but in which for all m and n, ∆m,n is close to κmax.

4 Best Effort ε, δ-Merges

In this section, we describe two algorithms for best effort ε, δ-merges.
The first algorithm assumes that the data streams are partially sorted.

Since this is often the case when the data is being continuously generated, we
refer to this algorithm as the continuously generated data merge, or CGM
algorithm for short. Examples of possible applications of CGM merges would
be satellite images of different modalities (merged by latitude/longitude) or
route dumps (merged on source addresses).

The second algorithm makes no assumption on the order of the data,
but assumes that the data is indexed by a data server at the data source by
an R-tree. For some applications involving continuously generated data, it
may not be possible to support R-trees, but for other applications such as
data webs and data grids, as mentioned above, this is a natural assumption.
We will refer to this algorithm as the R-tree merge algorithm or RTM for
short.

Before describing the first algorithm, we would like to make more precise
what we mean by sorted. We borrow the term Universal Correlation Key or
UCK from [9] to refer to a key or keys attached to distributed columns of
data. Just as URLs are locators attached to distributed documents, UCKs
are locators attached to distributed columns of data — essentially global
keys which support merges so that one column of data can be correlated
with another column of data. Our goal is to merge one or more distributed
columns of data by their UCKs. Remote data sets may contain more than
one UCK. When there are two data sets that can be merged on multiple
UCKs, in order to merge the data, the data must be sorted lexigraphically on
the UCKs. Thus, when we say the data is sorted in this context, we mean
that the data is sorted lexigraphically on multiple UCKs. Furthermore,
for a merge to take place, both data sets must have similar lexigraphical
ordering. Our experiments use grid data from NCAR [17] with multiple
UCKs representing latitude, longitude and time. Notice that for grid data,
ε-merges can provide meaningful approximations for certain applications.
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Figure 1: CGM merge with tolerance ε.

4.1 CGM Algorithm

In the CGM algorithm we assume the data is partially presorted. Without
loss of generality, assume there are two data streams, A and B, being drawn
into a client in approximately ascending order and we are trying to merge on
one UCK. The CGM algorithm depends upon three parameters: a parameter
N determining the number of records in a window, that is used to buffer the
streaming data, and two parameters Na and Nb which are used to determine
the minimum amount of new data records which are read into the window
after each processing step. Fix integers Na, Nb and N such that Na, Nb < N

and a tolerance ε. The steps of the algorithm are as follows:

1. The client grabs some fixed number of records N , from both stream A

and stream B and places them in window A and window B respectively
(each has room for exactly N records).

2. A sort is done on both windows (since the data is only partially sorted).

3. A merge is then attempted. This process takes at most 2N steps. In
the first step, cursor a is on the first record of the window A and cursor
b is on the first record of the window B. In step n, assume that cursor
a is on record m ≤ n.

(a) If cursor b points to a UCK whose value is greater than the UCK
value pointed to by cursor a plus ε than we move cursor a down
one record.
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(b) If cursor b points to a UCK value whose value is within ε of the
UCK value pointed to by a, then merge the two records and move
a down so that it points to the least UCK value which is greater
than ε plus the value which was just merged. Similarly we move
cursor b down.

(c) Finally, if a points to a UCK value which is greater than the UCK
value pointed to by b plus ε, we move cursor b down one record.

4. An insertion of new data into the window takes place if the cursor is
on the N ’th record. A general illustration of the process is shown in
Figure 2. Without loss of generality, suppose cursor a reaches the N ’th
record first and the data is being received in approximately ascending
order. (Note, a similiar process occurs if cursor b reaches the N ’th
record first.)

(a) Let M be the number of successful merges in the previous itera-
tion. Define la (respectively lb) to be the greatest of M and Na

(respectively Nb). We refer to Na and Nb as the least window in-

crement value. It is the least amount of records that the window
moves forward in one step. Without Na and Nb, the algorithm
could deadlock if sufficiently few matches occur when processing
the window.

(b) We place la new records into the window A. The size of the
window remains unchanged.

(c) The new records are first placed in the memory locations of the
successfully merged data records of window A and then, if Na −
M > 0, in the memory locations of the first Na − M records in
window A. Thus, by replacing the first Na − M records, we use
the fact that the window is sorted to replace only the records
which have been in window A for the longest period of time.

We continue this process until one or both data streams are exhausted.
Note the purpose of Na and Nb is to advance the window by a least set
number of records, independent of the number of records matched. Clearly
the complexity of this algorithm is n log(n) + n. In practice, for partially
sorted data, the cost can be much less.

As an example, let N = 8 and ε = 2 and suppose in window A we have
{6, 7, 8, 9, 10, 11, 20, 21} and in window B, {5, 13, 14, 15, 16, 17, 18, 21}. Then
the resulting merge would be
{(6, 5), (11, 13), (20, 18)}.
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Figure 2: CGM insert operation during low match rates.

4.2 RTM Algorithm

In the second algorithm we utilize R-trees. We assume that the remote data
server supports R-trees. R-trees allow one to query data by range: one can
specify n columns and use the R-tree to retrieve efficiently the corresponding
n-cube of records.

As an example, for grid data using latitude, longitude, and time as UCKs,
a range query might return all precipitation data between the equator and 23
degree latitude, 35 to 45 degree longitude, for the past six months from one
data server and overlay this with data from another data server containing
records for floods during the same period and for the same area.

We assume that the data client is drawing data from two data streams,
stream A and stream B. We assume that stream B can access data via
range queries. The steps of this algorithm are as follows:

1. A block of data (the first N records) is grabbed from stream A.

2. Determine the max and min of each UCK on which the merge will
take place and do a query on stream B, requesting for the n-cube of
data corresponding to the boundary region of the data in window A.
Retrieve the first N records, and place them into window B.

3. The sort and merge method of the CGM algorithm (4.1 steps 2 and
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3) on windows is employed.

4. In the insertion step:

(a) If cursor a reaches the N ’th record first, we clear window A and
go to step one.

(b) If cursor b reaches the N ’th record first, we clear window B. Then
we query the R-tree from stream B for the symmetric difference
of the n-cube described by the previous window B and the n-cube
described by existing window A (window A remains unchanged).
If the query is nonempty, we place exactly the number of records
which fit in to window B from stream B. If the query is empty,
we clear window A and go to step 1.

The process continues until stream A is exhausted. As an example, let
N = 5 and ε = 0 and suppose window A contains {2, 4, 6, 8, 10}. After
a query on stream B, window B contains {2, 3, 4, 5, 6}. A merge is than
conducted, and a query of the symetric difference of window A and window
B is done on stream B, which results of the insertion of {7, 8, 9, 10} into
window B. The result of the merge is {(2, 2), (4, 4), (6, 6), (8, 8), (10, 10)}.

5 Design and Implementation

We implemented these algorithms using a data web we have developed called
DataSpace [9]. DataSpace uses a protocol called the DataSpace Transfer
Protocol or DSTP. We have developed open source DSTP clients and servers.
For these experiments we modified the DSTP server to support the CGM
and RTM algorithms. We also developed a specialized client to merge two
streams and measure several parameters described below.

The implementation uses two buffers, as shown in Figure 3. The incom-
ing data is appended into one memory location, while a separate thread of
the software copies blocks of data (windows) from this memory location into
another memory location where the above algorithms take place, thus mak-
ing the merge software nonblocking provided that the processing time for
the merge is sufficiently fast. A query for the next data block can be issued
while a merge is being conducted on the current data block. In the case
of RTM, by the design of DSTP, a query can be issued to a DSTP Server,
while data is being streamed in from a previous query. In the case of CGM,
data is requested in blocks from a DSTP Server or simply streamed in as the
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Figure 3: A diagram illustrating dual buffering.

data is being generated. In all cases, the data stream can be nonblocking
by the parallel design of both the DSTP Server and DSTP protocol.

We integrated R-Trees from GIST [13] into our DSTP Server for these
experiments. This is a light weight library which is highly customizable.

6 Experimental Results

We used an OC12 (622Mb/s) WAN to test these algorithms. We present
results for both RTM and CGM. We also took separate measurements for
network transfer and merges, thus giving us a better feeling of how much
the network is a bottleneck for both algorithms.

For the CGM algorithm, we varied several variables: the window size,
the least window increment value and the percentage randomness of the data
stream. We only considered the case when Na = Nb. To avoid confusion,
we refer to this value as K. The percentage randomness of the data stream
was measured by taking an ordered data file, and reordering a fixed percent
of the file. For the RTM algorithm, we varied the same variables except for
window increment value, which plays no part in this algorithm. The data
file used in all of these experiments was gridded atmospheric data obtained
from NCAR [17]. The tolerance for all these experiments was fixed.

The experimental setup was as follows. Data servers were located in
Amsterdam and Chicago and connected via an OC-12 network. The merge
was done on a separate machine in Chicago. The machine in Amsterdam
was a dual P4, 1700 Mhz, with 512M ram. The machines in Chicago were
dual PIIIs, 1000Mhz, with 512M ram. The machines were running Linux,
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with the 2.4.x kernels. The network traffic was over SurfNet.
For the following two tables, two data files containing 750,000 records

were used. The data files were 21MB each, so that the amount of data
streamed to the machine where the merge algorithm was run was 42MB.
There are two things that should be observed. Currently the merge client
is not threaded, so we expect the Total Time to be near the maximum of
the Merge Time and Fetch Time once the client is threaded. Also, the data
stream used a high performance data transport library called SABUL [8].
Previously measured performance with SABUL has been better. We suspect
that there are issues with how the merge application is using the SABUL
library.

In Table 1 we show the values for a window size of 5000 records, while
in Table 2 we show the values for 10000 records.

K Rand % Match % Fetch Time sec Merge Time sec Total Time sec

1000 2 100 0.639 0.587 1.228

2000 2 100 0.639 0.593 1.233

4000 2 100 0.639 0.596 1.236

1000 10 99 0.638 1.068 1.71

2000 10 99 0.637 1.067 1.699

4000 10 87 0.638 0.576 1.216

1000 20 99 0.637 1.1034 1.741

2000 20 99 0.637 1.086 1.723

4000 20 72 0.638 0.652 1.291

1000 33 99 0.64 1.445 2.085

2000 33 89 0.64 1.288 1.928

4000 33 48 0.639 0.669 1.309

Table 1. CGM with 750,000 records and window size of 5,000 records.
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K Rand % Match % Fetch Time sec Merge Time sec Total Time sec

2000 2 100 0.638 0.647 1.285

4000 2 100 0.639 0.646 1.285

8000 2 100 0.638 0.64 1.279

2000 10 99 0.637 0.767 1.404

4000 10 99 0.638 0.769 1.407

8000 10 87 0.638 0.643 1.281

2000 20 97 0.637 1.268 1.905

4000 20 97 0.637 1.261 1.899

8000 20 72 0.638 0.691 1.329

2000 33 99 0.636 1.477 2.114

4000 33 92 0.64 1.292 1.932

8000 33 49 0.638 0.727 1.365

Table 2. CGM with 750,000 records and window size of 10,000 records.

Finally we present our results for the RTM algorithm. This was done on
a file containing 100,000 records. Recall that K has no meaning in RTM.
The window sizes of both 10,000 and 5,000 were used.

Win Size records Rand % Match % Total Time sec

5000 2 86 .475

5000 10 74 .472

5000 20 70 .478

5000 33 69 .471

Table 3. RTM with 100,000 records and window size of 5,000.

Win Size records Rand % Match % Total Time sec

10000 2 92 .485

10000 10 82 .487

10000 20 79 .484

10000 33 71 .482

Table 4. RTM with 100,000 records and window size of 10,000.

7 Discussion

As the code is implemented now, our CGM algorithm can merge nearly
ordered data (data which has less than or equal to two percent out of order
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Figure 4: CGM for K=8000

records) at a rate of 34MB/s. As mentioned, the merge client software
as of yet is not threaded, so we hope to obtain times of around 60MB/s
once threading has been implemented. The Fetch Times indicate a peak
aggregate (two streams) bandwidth of around 520Mb/s. We still have to
determine if the bottleneck is a buffering problem between SABUL and our
merge client or DSTP Server performance.

In general the results for the CGM algorithm were as expected. With
increased disorder in the data, merge times increased. A graph of this phe-
nomena for a fixed value of K can be seen in Figure 4. Figure 5 shows
percentage of successful merges against time for merge. The data stream
for this graph had 33% of the records out of order. The varying degrees of
successful merges were obtained by varying K. As expected, if K is greater
than the expected number of successful merges per window, the total number
of successful merges decreases and the merge time decreases. If K was less
than the expected number of merges per window, the merge time increased
and the number of total successful merges increased. This follows from the
following two facts: For smaller values of K, records which have not been
merged tend to stay in the window until they are merged, while for larger
values of K they are discarded. Records that have not been merged stay in
the window for a period determined by K and the percentage matched in
the CGM algorithm.

As expected, since R-trees do not retrieve the data in sorted order, the
degree of randomness in the data stream does not effect the time required for
the streaming merge. The times for this algorithm are slightly higher than
that of the CGM algorithm due to the increased time required to retrieve
data using an R-tree and the fact that the sort takes longer than for the
partially sorted data occurring with the CGM.
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Figure 5: CGM for 33 % Randomization.

8 Summary

In this paper, we introduced algorithms for merging two or more data
streams by a common key and showed experimentally that our algorithm
scales to wide area OC-12 networks.

As data webs, data grids, and semantic webs grow more common, merg-
ing distributed columns of remote and distributed data will be a core com-
ponent of many algorithms for remote data analysis and distributed data
mining. As high bandwidth networks grow more common, scalable algo-
rithms for merging remote and distributed data will enable the analysis and
mining of remote data as if it were local.

With the best effort ε, δ-merge algorithm introduced in this paper, two or
more streams are merged by their common key with records being dropped
if they do not arrive in a synchronous fashion within a window of fixed size.
The goal is to keep the percentage of dropped records less than δ. For many
applications, best effort ε, δ-merges are good enough. Moreover, best effort
merges of this type are consistent with a computational model in which the
streams are much longer than a window of N records which must hold all
retained raw and derived data. We call this algorithm the Continuously
Generated Data Merge or CGM.

We also introduced an algorithm in which the remote data servers sup-
port range queries. Traditionally most of the intelligence for query planning
for continuous query systems has been on the client side. For the data grid
and data web applications which are our concern, data is served from a
server which can support range queries. With this foundation, data clients
can use a merge algorithm we call the R-tree merge algorithm or RTM.

In this paper, we show that both algorithms can scale sufficiently to
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support remote data analysis and distributed data mining even for high
performance OC-12 networks.

We have built prototypes of these algorithms into our open source data
servers which provide the foundation for a data web implementation called
DataSpace.
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